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Computing 
sounds wild
An interest in nature and an 
interest in computers don’t 
obviously go well together. For 
a band of computer scientists 
interested in sound they very 
much do, though. In this issue 
we explore the work of scientists 
and engineers using computers to 
understand, identify and recreate 
wild sounds, especially those of 
birds. We see how sophisticated 
algorithms that allow machines 
to learn, can help recognize 

birds even when they can’t be 
seen, so helping conservation 
efforts. We see how computer 
models help biologists understand 
animal behaviour, and we look 
at how electronic and computer-
generated sounds, having 
changed music, are now set  
to change the soundscapes  
of films. Making electronic 
sounds is also a great, fun way  
to become a computer scientist  
and learn to program.

Learning to sing
by Dan Stowell, QMUL

Humans speak lots of different 
languages. We all learn the 
language of the place we grow 
up. We learn the sounds we need 
to make to be understood by 
the people around us when very 
young. We not only have different 
languages but different dialects. 
If you grow up in Liverpool versus 
London, you learn different 
sounds to say the same thing. 
That shows that our language 
ability is not completely fixed by 
our genes. It isn’t hardwired into 
our heads at birth that we should 
speak in a particular way. So 
what about songbirds? Do they 
learn to sing or just know what to 
do at birth?

Every species of bird has its own identifiable 
call. Does that mean blackbirds are born with 
a hardwired blackbird song? Scientists have 
shown that songbirds don’t have a completely 
fixed pattern of song. They learn from birds 
around them, usually their parents, just 
like us. They each use a local ‘dialect’ that 
changes from place to place. A blackbird 
from London sounds different to one from 
Liverpool! Like us, they learn this when 
young.

Scientists are especially interested in 
songbirds’ skill of vocal learning, because 
of how they learn. Songbirds and humans 
have very different ways of communicating, 
and the similarities and differences can 
help us to understand how evolution works. 
It may also show us how evolution led 
humans to have such complex language, 
and maybe even how we came to have such 
complicated thinking skills too.
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Scientists can get some ideas by simply 
listening to bird sounds. But in order to get 
precise measurements, and to make use of 
large amounts of data, they need to develop 
ways that machines can automatically 
analyse the sounds for them. Which sounds 
always happen in sequences? Which sounds 
are always responses to another bird? How 
do bird songs change when the bird is in a 
noisy place like a city? 

That is where the programmers come in. 
They invent algorithms and write pattern 
matching programs that trawl through all 
the data in sound recordings, hunting for 
patterns. They can’t do that alone though,  
as you need to understand both the 
questions to ask and how to interpret 
the results. So, biologists and computer 
scientists get together to come up with,  
and then answer, these big questions about 
life, about birds, about humans.

There’s lots still to answer, lots to understand 
so maybe if you have an interest in both our 
feathered friends and computers you could 
one day help.



Birds make so much noise, and it’s very complex. Is it just babble, 
or are they saying complicated things to each other? If so, could we 
work out what they are saying, what it means? Could we learn their 
language and speak to the birds?

We know that bird communication is not as 
complicated as the words and sentences in 
human speech. So far, no one has been able 
to find grammatical patterns like those we 
find in human language. There apparently 
aren’t rules for birds like the ones we have 
about verbs and nouns. Birds don’t have to 
learn grammar! Exactly how complex bird 
languages are is still hotly debated, though.

Birds are definitely passing on specific 
information when they sing. Sometimes 
they’re passing on information about 
predators, or food, or sometimes just 
advertising their own fitness – showing off 
to get a mate (a bit like karaoke nights). 
Scientists have proved that such specific 

kinds of information are in the sounds birds 
make by observing bird behaviour. By playing 
recordings of birds and seeing how other 
birds react, they can see what information 
was communicated by a particular sound. If 
you play a ‘predator near’ call, for example, 
then other birds flee, but they stay put if you 
play other calls. They get the message.

“Birds are 
definitely 

passing  
on specific 
information 
when they sing.”

It turns out some birds have even learnt the 
languages of other animals and use it both to 
help those other animals and to support a life 
of crime. Many animals listen for the alarm 
calls of the animals around them, and so 
flee when others see a problem. Birds called 
Drongos, for example, act as lookouts for 
Meerkats, giving warning calls when they see 
Meerkat predators, allowing them to return 
to the safety of their burrows. However, the 
Drongos also sound false alarms every so 
often. They do it when they see a Meerkat 
with some juicy morcel. As the Meerkats run, 
the Drongo swoops in to steal the abandoned 
food. 

Unfortunately for the Drongo, Meerkats 
are quite clever and get wise to the con. 
Eventually, they start to ignore the Drongo 
and only listen for their own Meerkat sentry’s 
call. The Drongo has another trick though. 
They are really good at mimicking sounds 
they hear, just like parrots. They have learnt 
to speak Meerkat just like the scientists do 
in experiments. So when the Meerkats stop 
reacting, the Drongos just switch tactics and 
start making perfect Meerkat language alarm 
calls instead. Once again the food is theirs.

“Drongos give 
false alarms so 
they can steal 
food. ”

While most of us can’t reproduce bird 
sounds ourselves, and so talk directly to 
animals, we can certainly write programs 
to do it. In Star Wars, C3PO is a master of 
languages, speaking millions. Real robots 
of the near future will be able to mimic the 
sounds of whatever animals they wish and 
communicate with them in at least the simple 
ways that animals of different species listen 
and talk to each other. Perhaps something 
like this might be used to help protect 
endangered species from their predators, 
for example, watching for hawks and issuing 
timely warnings. We just have to hope they 
don’t turn to the Dark Side, like the Drongos, 
and use these skills to support a life of crime.

What are birds 
actually saying?
by Dan Stowell and Paul Curzon, QMUL
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Computer Scientists realised The Game 
of Life could be turned into more than 
just a game. It was a powerful new 
kind of computation, a way to model all 
sorts of real situations, just by choosing 
different rules, different programs, for 
the cells to follow. The idea of Cellular 
Automata was born: a whole new way of 
thinking about, and doing, programming.

To  eat  or  
not  to  eat?
Work exploring the way flocks of birds 
behave when feeding on the ground 
by researchers from the University of 
Colorado is a good example of how 
cellular automata can support science. 
They were interested in how feeding 
flocks of birds decide whether to watch 
the sky or eat. If all eat at the same time 
then all will be at risk of predators. If 
all watch the sky, then none get to eat, 
which defeats the point of being on the 
ground and at risk in the first place. 
From observation it is clear that neither 
extreme holds. At any time some birds 
are always watching the sky and some 
are feeding. Somehow individual birds 
make a decision at any point in time to 
feed or watch. One theory might be that 
they just behave randomly. Another might 
be that somehow they know what all the 
others are doing.

Whatever the theory, if it is true, it 
must account for the observations: for 
example, the bigger the flock, the less 
time individual birds spend watching 
the sky. Also when there are obstacles 
like trees, the birds spend more time 

The  vigilance  
of  the  flock
How do scientists understand the behaviour of animals? One way is 
to spend lots of time in the field observing animals and seeing what 
they do. But you only really understand something when you know 
the mechanism of how and why it happens, not just that you can 
describe the behaviour. Scientists come up with hypotheses and 
then try to find ways to test them, finding situations where it will be 
obvious if the hypothesis is wrong. That can be very hit and miss 
if just done with observation. Computer Science has given a whole 
new way to do this: computational modelling using programs called 
Cellular Automata.

The  Game  
of   Life
It all started with a mathematical 
curiosity: The Game of Life. Invented 
by mathematician, John Conway, the 
game is played on a giant, ideally infinite, 
board of squares. Some squares contain 
counters, and others are empty. Each 
counter represents a cell – a life form. 
Those cells all live or die following 
the same rules. If an empty square is 
surrounded by exactly 3 live cells then a 
new cell is born, otherwise it stays empty. 
If a live cell is surrounded by exactly 2 or 
3 live cells then it stays alive. Otherwise it 
dies. Time steps forward a tick at a time, 
and on each tick, all squares check their 
surrounding squares and follow the rule, 
dying or coming to life in synchrony at 
the end of the tick. To play the Game of 
Life you just choose the initial starting 
position, then follow the rules. The result 
is surprisingly complex, with intriguing 
patterns emerging. Some patterns 
coalesce into stable formations. Others 
turn into patterns that move across 
the board. Some die out, others evolve 
through ever changing patterns.

Intriguing 
patterns 
emerge  as   
you  follow   
the  rules.

by Paul Curzon, QMUL
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watching the sky, and birds in a line 
spend more time scanning the sky than 
birds in a circle.

Watch  your 
neighbours
The Colorado researchers had a theory 
that individual birds must make decisions 
based just on what the birds around 
them were doing. If lots around them 
were watching the sky, they would 
eat. If few were they would watch. To 
understand the consequences of this 
supposed behaviour better, they created 
a cellular automata of the scenario. Each 
square of the grid  held a single bird. 
The program of each cell, so of each 
bird, implemented the following simple 
rules. Each bird can eat. Alternatively, it 
can look up and both watch the sky and 
its 8 neighbours in the grid. If 4 or more 
neighbours of a bird are eating then the 
bird scans the sky (someone must). If 
4 or more are scanning then the bird 
eats (there is plenty of protection). If a 
bird is eating it pays no attention to its 
neighbours most of the time, but does 
periodically check what they are doing. 
It then decides to continue eating or not 
based on the same rules.

Does  it  match 
reality? 
By programming these rules into 
a cellular automata program the 
researchers could run simulations 
of different situations to see what 
happened. What they found was that 
the model matched the observations. 

Automata birds were less vigilant if 
flocks were large, and obstacles led to 
greater vigilance. The model also helped 
the scientific method. It gave specific 
predictions that could then be tested 
in the field. For example, it suggested 
that the shape of the flock should affect 
how vigilant birds were. The larger the 
perimeter of the flock for a given number 
of birds, the more the birds should 
spend time scanning the sky. Having 
very specific predictions to test like this 
is what drives science. If the predictions 
prove right, then the model, and so 
understanding of what is happening, is 
further confirmed. If they prove wrong 
then it shows that the hypothesis – so the 
rules - do not account for all behaviour 
and so need to be adapted, or possibly 
completely changed.

Automata 
birds  were 
less  vigilant 
if   flocks  were 
large

Cellular automata started as recreational 
maths, but they’ve not only provided 
a new way to do computation, they’ve 
also  provided a new way to do science 
too, complementing methods based on 
observation. Computational modelling is 
just one of the reasons why the skill of 
computational thinking has become a 
must for all scientists, not just computer 
scientists.
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Robot
birds
by Paul Curzon, QMUL 
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Creating Artificial Life has been an obsession of humans for centuries, 
culminating in today’s robots. The aim has been to create creatures 
so life-like you cannot tell the difference between them and real life. 
One day we may create machines that we accept really are a form of 
life, so that switching them off would be considered murder. Music 
and birds have featured from the start.

The early machines aiming to be life-like 
started as toys for royalty. The master 
of it all was Jacques de Vaucanson in 
the 17th century. He created something 
much more than a toy. He was interested 
in understanding how the human body 
worked, so made automa that aimed to 
work the way that real life worked: an early 
example of modelling as a way to better 
understand. The modern equivalent of 
this is computational modelling where 
scientists create computer models of some 
phenomena they are trying to understand. 
If the model behaves the way the original 
does then it increases confidence that the 
theory on which it is based is correct. With 
Vaucanson’s automata that phenomenon 
was life itself.

Playing  
the  flute
Vaucanson’s first automaton, made in 1827 
when he was only 18, was a flute player. 
His aim was to replicate the way a human 
played the flute, so he created artificial 
lungs from bellows, gave it a windpipe and 
valve tongue as well as lips and fingers that 
moved. Each was intended to play the role 
of that in a human flute player, so that it was 
actually playing a real flute the way a human 
would. The Flute Player stunned audiences 
across Europe. Many people thought it 

was trickery, with the sounds coming from 
some other contraption in its body, but 
an inspection by members of the French 
Academy of Science proved it really was 
playing the flute itself.

Duck  digestion
A later automaton he made that was just 
as stunning was a duck that made life-like 
duck movements, flapping its wings and 
quacking. The sound wasn’t the point this 
time though. The duck drank water, ate 
grain from a person’s hand, digested it and 
supposedly pooed out the results. It was 
Vaucanson’s attempt to understand the 
digestive system. The excretion part was a 
trick though - it had a hidden compartment 
of artificial duck poo, so what went in wasn’t 
actually what came out.

The  mechanical 
loom
Vaucanson quickly got bored of making 
automata so turned to other mechanical 
pursuits that ultimately laid the foundation 
for the computer age itself. He designed 
a fully mechanical loom in 1745. His aim 
was to help the French weaving industry 
catch up with the British. Unfortunately, 
French weavers just saw it as a threat to 
their livelihood and supposedly pelted him 
with stones. The loom was never taken up. 

However the ideas, and in particular that  
of using punch cards, which built on earlier 
ideas of Basile Bouchon, were perfected 
half a century later by Joseph Jacquard. His 
Jacquard Loom is widely credited as being 
an inspiration for Charles Babbage when 
he was designing the first computer. Ada 
Lovelace who worked with Babbage took 
a tour of factories to learn about machines 
and see a Jacquard Loom in action.

Singing  bird 
boxes
Other automata makers continued to 
develop automata, with one group focussing 
on musical boxes, but with a twist: the 
singing bird box. Why? Because they would 
sell. These small boxes, contained miniature 
automata that made realistic birdsong. Push 
a lever on the side of the box and the lid 
opened and out popped an exquisitely made 
bird, that would proceed to sing realistic 
birdsong.

How did they work? Well the singing part 
was basically a miniature whistle. The 
clockwork pumped tiny bellows that pushed 
air through a tiny organ pipe. The organ pipe 
contained a piston that the clockwork could 
also adjust changing the length of the pipe 
and so the note (just as filling a bottle with 
different amounts of water and blowing over 
the opening leads to different notes).

These singing bird boxes, the earliest 
originating in the 1780s, brought together 
art, craft, science and engineering. They 
were as much a beautiful work of art as 
an engineered automaton. Now they are 
expensive antique collectables selling for 
thousands of pounds. This mix of art with 
technology is something we seem to have 
lost in the computer age and are only just 
returning to. As computer technology has 
shrunk in size, a new breed of artists are 
exploring ways to combine computers  
with art. 

In the meantime, robot birds and other 
animal ‘automata’ are back in the realm of 
toys, now controlled by computers instead 
of clockwork. Perhaps their time will come 
again and be more than just something to 
entertain children. One day perhaps they  
will be a new form of life.
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by Peter W McOwan and Paul Curzon, QMUL

All too often things get repetitive. 
Songs in the chart repeat their lyrics, 
comedy catchphrases begin to jar 
and friends can keep saying the 
same things over and over again. 
But strange things can happen when 
speech is repeated; yes when speech 
is repeated we can find it begins to 
sound like music. You can’t believe 
everything you hear!

American speech researcher Diana Deutsch 
discovered this strange speech to music illusion 
by accident one day when she was editing 
a spoken sound track. She had the phrase 
‘sometimes behave so strangely’ on a loop, 
and noticed that after a short while the spoken 
words sounded as if they were being sung. She 
experimented with changing the way the phrase 
was played and found that the change from 
speech to song only happened when the phrase 
was repeated exactly and regularly. 

So it seems that the way our brain processes 
sound to perceive whether it is a song or 
speech requires that the sound have particular 
characteristics. However, if we set it up correctly 
we can fool the brain into thinking that speech 
has some of the characteristics of a song.

If  I didn’t  say 
that, who did?
Diana has been responsible for uncovering and 
exploring many of the strange ways our ears and 
brain play word tricks on us. Another illusion she 

discovered is a way that phantom words  
emerge from a babble of other words. It sounds 
a little spooky, but it’s one of the illusions our 
auditory cortex, the part of the brain near 
our ears, can be tricked by. If you listen to a 
sequence of stereo overlapping repeating words 
and phrases, your brain starts to try and make 
sense of them.  The auditory cortex’s task is to 
make sense of the sounds arriving so even if it’s 
a jumble it will work hard to pull something from 
the racket. The illusionary words that you hear are 
often dependent on what you’re thinking about at 
the time, so if you are hungry you may hear words 
related to food. It’s quite a creepy experience just 
before lunch. This strange phenomena is called 
the ‘phonemic restoration effect’, phonemes 
being the component sound that make up words.

Hearing  like  
a  human
One strand of computer science aims to 
understand how the brain works by creating 
computer models that do the same thing.  
These kinds of illusions, both optical and auditory 
give good test cases. If you really understand how 
humans hear then you should be able to create 
programs that allow computers to hear the same 
way. If you get it right then the programs should 
be fooled in the same way that humans are and 
hear the same illusions. The fact that we hear 
sounds based on what we are thinking means to 
truly create a computer that hears like a human, 
you need to have modelled our thought  
processes too! 

Hearing like a human is a lot harder  
than just recording sounds.

Say it sounds 
like singing
Say it sounds 
like singing



In tapes released by NASA strange moon 
music can be heard for the first time. 
The recording was made on the far side 
of the moon during the Apollo 11 lunar 
mission at the end of the 1960s. The 
space explorers reported they could 
hear an “outer space-type” droning 
musical sound while at the back of 
the Moon. They were worried nobody 
would believe them so recorded it. 
Various ideas were put forward to 
explain the off-earth unearthly music, 
including interference from the magnetic 
field of the moon, but the moon doesn’t 
have a magnetic field. 

The mystery floated around for a while 
until the explanation rocketed into 
view. The sounds were made by 
the natural feedback between the 
Lunar Module’s and Command 
Module’s VHF radios when they 
were turned on and nearby. The 
music stopped when the lunar 
module detached and landed on 
the Moon, playing Neil Armstrong 

and Buzz Aldrin  
into history.

The 
chord 
of  evil

The ‘Devil’s Interval’ or ‘chord 
of evil’ is used a lot by Heavy 
Metal bands: it’s the reason 
Black Sabbath music sounds 
evil (despite their lyrics tending 
to be about love!) Why? Because 
it involves playing notes three 
tones apart that give an ‘ugly’ 
discordant sound.

In Renaissance Europe it was supposedly 
a punishable offense to compose anything 
using it as people thought it summoned 
dark forces. Today you can hear it in the 
themes for movies like Back to the Future 
and Jurassic Park. Black Sabbath found 
the riff as a result of playing Holst’s ‘Mars: 
the Bringer of War’ on bass guitar the day 
before they first included it in a song.

Hugo is no  
song bird
by Jane Waite, QMUL

What was the first technology for recording music: CDs? Records? 78s, 
The phonograph? No. Trained songbirds came before all of them.

Composer, musician, engineer and visiting 
fellow at Goldsmiths University, Sarah 
Angliss, usually has a robot on stage 
performing live with her. These robots are 
not slick high tech cyber-beings, but junk 
modelled automata. One, named Hugo, 
sports a spooky ventriloquist dolls head! 
Sarah builds and programs her robots 
herself.  

She is also a sound historian, and worked 
on a Radio 4 documentary, ‘The Bird 
Fancyer’s Delight’, uncovering how birds 
have been used to provide music across 
the ages. During the 1700’s people trained 
songbirds to sing human invented tunes in 
their homes. You could buy special manuals 
showing how to train your pet bird. By 
playing young birds a tune over and over 
again, and in the absence of other birds 
to put them right, they would adopt that 
song as their own. Playing the recorder 

was one way to train them, but special 
instruments were also invented to do the 
job automatically.

With the invention of the phonograph, 
home songbird popularity plummeted but 
it didn’t completely die out. Blackbirds, 
thrushes, canaries, budgies, bullfinches 
and other songbirds have continued to be 
schooled to learn songs that they would 
never sing in the wild. 

Hugo is no songbird,  but Sarah sure could 
program him to sound like one, if she 
wished. Maybe you could build a musical 
robot, program it to sound like a songbird 
and control it with a microcontroller like a 
BBC micro:bit.

You can listen to “The Bird Fancyer’s 
Delight” on BBC iPlayer.
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by Paul Curzon, QMUL

Mysterious 
moon music
by Peter W McOwan, QMUL

Mysterious 
moon music
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What’s that bird? 
Ask your phone 
by Dan Stowell, QMUL

Could your smartphone automatically tell you what species of bird  
is singing outside your window? If so how?

Mobile phones contain microphones to pick 
up your voice. That means they should be 
able to pick up the sound of birds singing 
too, right? And maybe even decide which 
bird is which?

Smartphone apps exist that promise to do 
just this. They record a sound, analyse it, 
and tell you which species of bird they think 
it is most likely to be. But a smartphone 
doesn’t have the sophisticated brain that 
we have, evolved over millions of years 
to understand the world around us. A 
smartphone has to be programmed by 
someone to do everything it does. So if you 
had to program an app to recognise bird 
sounds, how would you do it? There are 
two very different ways computer scientists 
have devised to do this kind of decision 
making and they are used by researchers 
for all sorts of applications from diagnosing 
medical problems to recognising suspicious 
behaviour in CCTV images.  Both ways are 
used by phone apps to recognise bird song 
that you can already buy.

Write  down  
all  the  rules
If you ask a birdwatcher how to identify a 
blackbird’s sound, they will tell you specific 
rules. “It’s high-pitched, not low-pitched.” “It 
lasts a few seconds and then there’s a silent 
gap before it does it again.” “It’s twittery and 
complex, not just a single note.” So if we 
wrote down all those rules in a recipe for the 
machine to follow, each rule a little program 
that could say “Yes, I’m true for that sound”, 
an app combining them could decide when 
a sound matches all the rules and when it 
doesn’t.

This is called an ‘expert system’ approach. 
One difficulty is that it can take a lot of time 
and effort to actually write down enough 
rules for enough birds: there are hundreds 
of bird species in the UK alone! Each would 
need lots of rules to be hand crafted. It 
also needs lots of input from bird experts 
to get the rules exactly right. Even then it’s 
not always possible for people to put into 
words what makes a sound special. Could 
you write down exactly what makes you 
recognise your friends’ voices, and what 
makes them different from everyone else’s? 
Probably not! However, this approach can 
be good because you know exactly what 
reasons the computer is using when it 
makes decisions. 

This is very different from the other 
approach which is...

Show  it  lots  
of  examples
A lot of modern systems use the idea of 
‘machine learning’, which means that 
instead of writing rules down, we create a 
system that can somehow ‘learn’ what the 
correct answer should be. We just give it lots 
of different examples to learn from, telling it 
what each one is. Once it has seen enough 
examples to get it right often enough, we let 
it loose on things we don’t know in advance. 
This approach is inspired by how the brain 
works. We know that brains are good at 
learning, so why not do what they do!

One difficulty with this is that you can’t 
always be sure how the machine comes 
up with its decisions. Often the software is 
a ‘black box’ that gives you an answer but 
doesn’t tell you what justifies that answer. Is 
it really listening to the same aspects of the 
sound as we do? How would we know?

On the other hand, perhaps that’s the great 
thing about this approach: a computer might 
be able to give you the right answer without 
you having to tell it exactly how to do that! 
It means we don’t need to write down a 
‘recipe’ for every sound we want to detect. 
If it can learn from examples, and get the 
answer right when it hears new examples, 
isn’t that all we need?

Which way  
is  best?
There are hundreds of bird species that you 
might hear in the UK alone, and many more 
in tropical countries. Human experts take 
many years to learn which sound means 
which bird. It’s a difficult thing to do!

So which approach should your smartphone 
use if you want it to help identify birds 
around you? You can find phone apps that 
use one approach or another. It’s very hard 
to measure exactly which approach is best, 
because the conditions change so much. 
Which one works best when there’s noisy 
traffic in the background? Which one works 
best when lots of birds sing together? Which 
one works best if the bird is singing in a 
different ‘dialect’ from the examples we  
used when we created the system?

One way to answer the question is to provide 
phone apps to people and to see which 
apps they find most useful. So companies 
and researchers are creating apps using the 
ways they hope will work best. The market 
may well then make the decision. How 
would you decide?
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How  we  made  
an  app  to 
recognise  
bird  sounds
Dan Stowell is a researcher at Queen Mary 
University of London. His research is about 
designing methods that computers could 
use to make sense of bird sounds. One day he met Florence Wilkinson, who works with 
businesses and young people, and they discovered they both had the same idea: “What 
if we could make an app that recognises bird sounds?” They decided to create a startup 
company to make it happen. Dan brought the technical computer science skills needed 
to create the app, and Florence brought the marketing and communication skills needed 
to ensure people would hear about it. Together, they persuaded Queen Mary University of 
London’s innovation unit to give them a start-up grant. Now their app Warblr exists and is 
already getting press coverage. To be a successful innovator you need more than technical 
skills. You need the ability to be part of a great team and to recognise a sound deal!!
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Recordings of natural sounds are an 
important way that ecologists monitor the 
health of the environment and biodiversity. 
But it is now possible to record so much 
that the scientists just don’t have time to 
listen to it all. The solution our team at 
Queensland University of Technology have 
been exploring is to turn the sound into 
pictures, called ‘false-colour spectrograms’, 
that help make the interesting features jump 
out. Our algorithms pull out sections of the 
recordings based on statistics about where 
the sound energy is. They then automatically 
colour graphs of this sound distribution to 
highlight features like rain storms or the 
dawn chorus. These features can then be 
examined through months or even years of 
recordings.

The image here is a set of three false-
colour spectrograms of the winter sound-
scape in three different parts of the world, 
as shown in the linked pictures. Each 
starts at midnight and ends the following 
midnight with midday in the centre. All 
three recordings were made in the first week 
of July 2015. The top recording is from a 
tropical rainforest in Papua New Guinea. 
The middle one is made in a dry forest north 
of Brisbane, Australia. The bottom recording 
was made in semi-desert in north-west New 
South Wales, Australia. 

These three soundscapes reflect the great 
differences in vegetation and animal life. 
The orange patch early afternoon, so just 
after halfway, in the first recording is a 
tropical rain shower. The yellow block in 
the middle of the last recording is due to 
high winds that sweep across the desert 
landscape as the temperature climbs. At 
night the desert temperatures can be below 
freezing. The morning chorus of birds in 
the dry forest, in the middle recording, is at 
about 6am. Can you see a morning chorus 
at the other sites? What animals do you think 
cause the night-time blue tracks in the first, 
tropical rain forest recording?

Dawn 
Chorus 
Soundscapes
by Michael Towsey, Queensland University of Technology
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The doh ray of me
by Peter W McOwan and Paul Curzon, QMUL

Composers now use special musical notation. 
It’s based on the idea of assigning symbols 
to notes. We learn a simple version using 
letters as soon as we first learn a musical 
instrument, based on the scale C, D, E, 
F, G, A, B, C. This very human practice of 
assigning symbols to represent notes on a 
scale goes back a long, long way.

It all started in ancient India with a process 
called ‘Solmization’: assigning syllables to 
notes. It was then picked up in the sixth 
century by European monks. They were 
worried that, as Isidore, the Archbishop 
of Seville wisely said ‘unless sounds are 
remembered they perish, for they cannot be 
written down’. To prevent this loss master of 
music Guido d’Arezzo set to work creating an 
easy to remember coding language for tunes. 
A piece of music is, after all, just an algorithm 
for creating a particular pleasing sound. 
Follow the steps (play the notes) in the right 
order, and you recreate the sounds, just as 
a computer follows the steps of a program to 
recreate the effect the programmer wanted. 
Musical notations were early forerunners of 
computer programs: languages for recording 
algorithms.

The big hits back in the Middle Ages were 
Gregorian chants and Guido realised they 
could be learnt much more easily if the 
chanters could see the tone progression on 
a scale, and associate it with the sound. To 
make this happen he matched syllables with 
each tone on that C, D, E … scale we learn 
today. The result was the now familiar Do, Re, 
Mi, Fa, Sol, La, Ti, Do code popularised in the 
song from the film, ‘The Sound of Music’. 

But where did those syllables come from? 
Guido cleverly chose to use a popular hymn 
of the time. Each line started one note up 
the scale from the previous line. Using this 
stepladder tune Guido took the first letters 
of each word in the song and attached them 
to each line in the tune. The song went UT 
queant laxis, REsonare fibris: MIre gestorum , 
FAmuli tuorum: SOLve, polluti, LAbii reatum, 
Sancte Iohannes (or to you and me: So that 
your servants may, with loosened voices, 
resound the wonders of your deeds, clean the 
guilt from our stained lips, O Saint John). That 
is how Ut, Re, Mi, Fa, Sol, La, Si. was born.

But hang on a minute where are Do and Ti? 
Did that famous movie song get it wrong? No, 
centuries after Guido invented the idea, “Ut” 
was changed to Do as it was so hard to sing. 
Later still, Si was replaced by Ti so that each 
sound started with a different letter, to avoid 
confusion. The result was the familiar music 
code we use today which gave Julie Andrews 
something to sing about. “Doe, a deer, a 
female deer, …” is just a modern version of 
Guido’s idea of using a song where the lines 
start with the syllables so making them easier 
to remember.

Maybe it’s time someone invented a song that 
makes Python easier to learn.

Sounds often follow musical patterns, the song of a bird, a 
happy whistle while you are out for a walk, not to mention 
music itself. We need ways to write down both these natural 
and composed patterns of sound, to allow us to easily 
record them for posterity, share them, learn them, and to 
write new music.

You perhaps didn’t know the note that 
follows Fa, was spelt Sol, not So: 
because of an audio illusion (the sound 
equivalent of optical illusions) the l is 
masked by the La that follows, so you 
don’t notice it!

The first person to realise that machines 
would one day be able to not just play 
music but also be able to compose 
it, was Victorian programmer, and 
Countess, Ada Lovelace.
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Sophisticated  
songbird  
singing
by Dan Stowell, QMUL

How do songbirds make such 
complex sounds? The answer is 
on a different branch of the tree 
of evolution…

We humans have a set of vocal folds (or 
vocal cords) in our throats, and they vibrate 
when we speak to make the pitched sound. 
Air from your lungs passes over them and 
they chop up the column of air letting 
more or less through and so making sound 
waves. This vocal ‘equipment’ is similar 
in mammals like monkeys and dogs, our 
evolutionary neighbours. But songbirds are 
not so similar to us. They make sounds too, 
but they evolved this skill separately, and so 
their ‘equipment’ is different: they actually 
have two sets of vocal folds, one for each 
lung. Sometimes if you hear an impressive, 
complex sound from a bird, it’s because the 
bird is actually using the two sides of their 
voice-box together to make what seems like 
a single extra-long or extra-fancy sound. 
Songbirds also have very strong muscles 
in their throat that help them change the 
sound extremely quickly. Biologists believe 
that these skills evolved so that the birds 
could tell potential mates and rivals how 
healthy and skillful they were.

So if you ever wondered why you can’t quite 
sing like a blackbird, now you have a good 
excuse!

How far can 
you hear?
by Dan Stowell, QMUL

How do we know how many 
birds there are out there: in the 
countryside, and in the city? 
Usually, it’s because people 
have been sent out to count the 
birds – by sight but especially 
by sound. Often you can hear 
a bird singing even when it’s 
hidden from sight so listening 
can be a much more effective 
way of counting.

In the UK, volunteers have been out 
counting birds for decades, co-ordinated 
by organisations such as the British Trust 
for Ornithology (BTO). But pretty quickly 
they came up against a problem: you can’t 
always detect every bird around you, even 
if you’re an expert at it. Birds get harder to 
detect the further away they are. To come 
up with good numbers, the BTO estimates 
what fraction of the birds you are likely to 
miss, according to how far away you are, 
and uses that to improve the estimate 
from the volunteer surveys.

But, Alison Johnston and others at 
the BTO noticed that it’s even more 
complicated than that: you can hear 
some types of bird very clearly over 
a long distance, while other birds 
make a sound that disappears into the 
background easily. If a pigeon is cooing 
in the forest, maybe you can’t hear it 
beyond a few metres. Whereas the twit-
twoo of owls might carry much further. 
So they measured how likely it is that 
one of their volunteers will hear each 
species, at different distances.

They created mathematical models 
that took these factors into account. 
Implemented in programs the models 
can then adjust the reports coming in 
from the volunteers doing the counting. 
This is how volunteers and computers 
are combined in ‘citizen science’ work 
which gathers observations from people 
all around the country. Sightings and 
numbers are collected, but the raw 
numbers themselves don’t give you 
the correct picture – they need to be 
adjusted using mathematical models 
that help fill in the gaps.
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Singing
bird
by Jane Waite, QMUL

Singing
bird

This is no joke! Marcus Coates a British 
artist, got up very early, and working with a 
wildlife sound recordist, Geoff Sample, he 
used 14 microphones to record the dawn 
chorus over lots of chilly mornings. They 
slowed the sounds down and matched up 
each species of bird with different types of 
human voices. Next they created a film of 
19 people making bird song, each person 
sang a different bird, in their own habitats, a 

car, a shed even a lady in the bath! The 19 
tracks are played together to make the dawn 
chorus. See it on YouTube (just search for 
“Marcus Coates Dawn Chorus”.)

Marcus didn’t stop there, he wrote a new 
bird song score. Yes, for people to sing a 
new top ten bird hit, but they have to do it 
very slowly. People sing ‘bird’ about 20 times 
slower than birds sing ‘bird’  ‘whooooooop’, 

“I’m in a choir”. “Really, what do you sing?” “I did a blackbird last 
week, but I think I’m going to be woodpecker today, I do like a robin 
though!”

Computational thinking is at the heart 
of the way computer scientists solve 
problems. Marcus Coates, who created the 
‘Dawn Chorus’ above, doesn’t claim to be 
a computer scientist, he is an artist who 
looks for ways to see how people are like 
other animals. But we can get an idea of 
what computational thinking is all about 
by looking at how he created his sounds. 
Firstly, he and wildlife sound recordist, Geoff 
Sample, had to focus on the individual bird 
sounds in the original recordings, ignore 
detail they didn’t need, doing abstraction, 
listening for each bird, working out what 
aspects of bird sound was important. They 
looked for patterns isolating each voice, 
sometimes the bird’s performance was 

messy and they could not hear particular 
species clearly, so they were constantly 
checking for quality. For each bird, they 
listened and listened until they found just 
the right ‘slow it down’ speed. Different  
birds needed different speeds for people 
to be able to mimic and different kinds 
of human voices suited each bird type: 
attention to detail mattered enormously. 
They had to check the results carefully, 
evaluating, making sure each really did 
sound like the appropriate bird and all  
fitted together into the Dawn Chorus 
soundscape. They also had to create a  
bird language, another abstraction, a score 
as track notes, and that is just an algorithm 
for making sounds!

Computationally 
thinking a 
performance

Use your computational thinking skills to 
create a notation for an animal’s voice, 
a pet perhaps?  A dog, hamster or cat 
language, what different sounds do they 
make, and how can you note them down. 
What might the algorithm for that early 
morning “I want my breakfast” look 
like? Can you make those sounds and 
communicate with your pet? Or maybe 
stick to tweeting?

By Jane Waite, QMUL

‘whooooooop’,  ‘tweeeeet’. For a special 
performance, a choir learned the new 
song, a new dawn chorus. They sang 
the slowed down version live, which was 
recorded, speeded back up and played to 
the audience. I was there! It was amazing! 
A human performance, became a minute 
of tweeting joy. Close your eyes and ‘whoop’ 
you were in the woods, at the crack of dawn!
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A Wookie for three 
minutes please
by Jane Waite and Paul Curzon, QMUL

Theatre producers, radio directors and film-makers have been 
trying to create realistic versions of natural sounds for years. Special 
effects teams break frozen celery stalks to mimic breaking bones, 
smack coconut shells on hard packed sand to hear horses gallop, 
rustle cellophane for crackling fire. Famously, in the first Star Wars 
movie the Wookie sounds are each made of up to six animal clips 
combined, including a walrus! Sometimes the special effect people 
even record the real thing and play it at the right time! (Not a good 
idea for the breaking bones though!) The person using props to 
create sounds for radio and film is called a Foley artist, named after 
the work of Jack Donovan Foley in the 1920’s. Now the Foley artist  
is drawing on digital technology to get the job done.

Sound designers have a hard job finding the 
right sounds. So how about creating sound 
automatically using algorithms? Synthetic 
sound! Research into sound creation is a hot 
topic, not just for special effects but also to 
help understand how people hear and for 
use in many other sound based systems. We 
can create simple sounds fairly easily using 
musical instruments and synthesisers, but 
creating sounds from nature, animal sounds 
and speech is much more complicated. 

The approaches used to recognize sounds 
can be the basis of generating sounds too. 
You can either try and hand craft a set of 
rules that describe what makes the sound 
sound the way it does, or you can write 
algorithms that work it out for themselves. 

One method, developed as a way to 
automatically generate synthetic sound, 
is based on looking for patterns in the 
sounds. Computer scientists often create 
mathematical models to better understand 
things, as well as to recognize and generate 
computer versions of them. The idea is to 
look at (or here listen to) lots of examples of 
the thing being studied. As patterns become 
obvious they also start to identify elements 
that don’t have much impact. Those features 
are ignored so the focus stays on the most 
important parts. In doing this they build up 
a general model, or view, that describes 
all possible examples. This skill of ignoring 
unimportant detail is called abstraction, 
and if you create a general view, a model of 
something, this is called generalisation: both 
important parts of computational thinking. 
The result is a hand-crafted model for 
generating that sound.

That’s pretty difficult to do though, so 
instead computer scientists write algorithms 
to do it for them. Now, rather than a 
person trying to work out what is, or is 
not important, ‘training’ algorithms work it 
out using statistical rules. The more data 
they see, the stronger the pattern that 
emerges, which is why these approaches 
are often referred to as ‘Big Data’. They rely 
on number crunching vast data sets. The 
learnt pattern is then matched against new 
data, looking for examples, or as the basis 
of creating new examples that match the 
pattern.

Number crunching based on Big Data isn’t 
the only way though, sometimes general 
patterns can be identified from knowledge 
of the thing being investigated. For example, 
rain isn’t one sound but is made up of lots of 
rain drops all doing a similar thing. Natural 
sounds often have that kind of property. So 
knowledge of a phenomenon can be used 
to create a basic model to build a generator 
around. This is an approach Richard 
Turner, now at Cambridge University, 
has pioneered, analysing the statistical 
properties of natural sounds. By creating a 
basic model and then gradually tweaking 
it to match the sound-quality of lots of 
different natural sounds, his algorithms 
can learn what natural sounds are like in 
general. Then, given a specific natural 
‘training’ sound, it can generate synthetic 
versions of that sound by choosing settings 
that match its features. You could give it a 
recorded  sample of real rain, for example. 
Then his sound processing algorithms apply 
a bunch of maths that pull out the important 
features of that particular sound based 

on the statistical models. With the critical 
features identified, and plugged in to his 
general model, a new sound of any length 
can then be generated that still matches the 
statistical pattern of, and so sounds like, the 
original. Using the model you can create 
lots of different versions of rain, that all still 
sound like rain, lots of different campfires, 
lots of different streams, and so on.

For now, the celery stalks are still in use, 
as are the walrus clips, but it may not be 
long before film studios completely replace 
their Foley bag of tricks with computerised 
solutions like Richard’s. One wookie for 3 
minutes and a dawn chorus for 5 please.
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You can have a go at being a Foley 
artist yourself. Play with anything, and 
everything, you find around the house, 
junk or otherwise.  See what sounds it 
makes. Record it, and then see what it 
makes you think of out of context. Build up 
your own library of sounds, labelling them 
with things they sound like. Take clips of 
films, mute the sound and create your own 
soundscape for them. Store the sound 
clips and then manipulate them in Sonic Pi 
(see above), and see if you can use them 
as the basis of different sounds.

Become  
a Foley  
artist

Sonic Pi
by Jane Waite and Paul Curzon, QMUL

Would you like to make your own 
computer-based sounds? A good place to 
start is Sonic Pi (sonic-pi.net/). It’s a free 
live coding syth for music creation that 
is both powerful enough for professional 
musicians, but intended to get beginners 
in to live coding: combining programming 
with composing to make live music. It 
was designed for use with a Raspberry 
Pi computer, which is a cheap way to 

get started, though works with other 
computers too. Its also a great, fun  
way to start to learn to program.

Listen to the example sound clips made 
with Sonic Pi on their website, then start 
adapting them to create your own sounds, 
your own music. What is the most ‘natural 
sound’ you can find or create using Sonic 
Pi?
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The glove that controls 
your cords...    
by Jane Waite, QMUL

Ariana Grande, has added something new to 
her sell out stadium tours. She is controlling 
her vocals using gloves. Yep, gloves! To 
add reverb to her voice, Ariana pinches 
her thumb and forefinger. She changes 
background sounds by a sweep of the hand. 
Imogen Heap, a Grammy award winning UK 
recording artist with a passion for technology, 
is behind the gesture control gloves that 

Delia worked for the BBC radiophonic 
workshop, the department tasked with 
producing innovative music to go with 
the BBC’s innovative programming, and 
played a major part in its fame. She had 
originally tried to get a job at Decca records 
but was told they didn’t employ women in 
their recording studios (big loss for them!) 
In creating the sounds and soundscapes 
behind hundreds of tv and radio 

programmes, long before electronic music 
went mainstream, her ideas have influenced 
just about everyone in the field, whether they 
have heard of her or not. 

So have you heard her work? Her most 
famous piece of music you will most 
definitely know. She created the original 
electronic version of the Dr Who theme long 
before pop stars were playing electronic 

Florida born pop diva Ariana is wowing 
audiences across the world with. 

Using technology to augment and change 
vocals is not new, sound engineers 
with banks of buttons and sliders have 
manipulated and improved performances 
for years, but now the artist can do it for 
themselves, using wearable tech with 
bluetooth to control their sounds live.

So puff out your chest, robin and hear the 
humans notch up the sound gymnastics, we 
are not just limited to our vocal cords. Have 
a go at making wearables that control sound 
yourself. Maybe try Sonic Pi with a BBC 
micro:bit and search for the BBC’s ‘Strictly 
micro:bit live lesson’ for more on making 
your own wearable tech.

Many names stand out as pioneers of electronic music, combining 
computer science, electronics and music to create new and 
amazing sounds. Kraftwerk would top many people’s lists of the 
most influential bands and Jean Michel Jarre must surely be up 
there. Giorgio Moroder has been back in the limelight with Daft 
Punk, having previously invented electronic disco in producing 
Donna Summer’s “I feel love”. More recently, Will.i.am, La Roux 
or Goldfrapp might be on your playlist.  One of the most influential 
creators of electronic music, a legend to those in the know, is barely 
known by comparison though: Delia Derbyshire.

Pioneering  
electronic  music    
by Paul Curzon, QMUL

music. Each individual note was created 
separately, by cutting, splicing, speeding 
up and slowing down recordings of things 
like a plucked string and white noise. So 
why didn’t you know of her? It’s time more 
people did.



Duck, duck, 
whale
by Jane Waite, QMUL

A watery mystery was recently solved by a team of US researchers. 
Denise Risch and her team did some clever detecting to find the 
source of a repetitive Antarctic “quack”. Named the ‘bio-duck’, 
each stream of quacks, is only heard over the winter months, in the 
Antarctic Ocean. It was first reported by submarines in the 1960s. 
But now we know, it’s not a bird, it’s a whale, the Antarctic minke 
whale, ‘quacking’ just before it takes a deep dive to go for food, 
“quack” - “yum”!

How did the team find out? Earlier 
researchers had suspected it was the 
whales, but to be sure, Rische’s team 
tagged two minkies with a ‘multi-sensor 
cup’, a device that included detectors 
for sound, temperature, pressure, triple 
access accelerometer and magnetometer (a 
compass - so they could tell what direction 
the whales were swimming). The sensors 
recorded for 8 hours on one whale and 18 
hours on the other. The team also watched, 

so they could see what other animals were 
in the area when the sounds were being 
recorded.  The minkies’ sensors recorded 
lots of data that the team then later analysed. 
“Quacks” were identified manually by 
looking at different representations of the 
data and comparing the vocalisations to 
those of previous research. Each of the 
sensors and the team’s observations played 
a vital part in helping the team prove it was 
the minkie after all.

sound frequencies were taken in harbours 
and coastal waters, and from these a 
mathematical formula was computed that 
gave them the ‘Knudsen curves’. Named 
after the scientist who led the research 
these curves showed how undersea sound 
frequencies vary with surface wind speed 
and wave height. They allowed the acoustic 
triggers to be set to make the mines most 
effective.

Try making a recording device using a 
microcontroller. You can buy kits like 
Arduino from electronics shops and the 
BBC have given every 2016 year 7 pupil 
in Britain a micro:bit computer. It has an 
accelerometer, magnetometer, and rings to 
attach other sensors, like a microphone. 
It also has bluetooth so you can send your 
data to another device to store it. Record 
what is going on while you aren’t there.

But is there a problem here? Did the 
whales agree to be recorded? If you 
track or record someone, what about 
their rights? Computer scientists have 
ethical responsibilities. By recording and 
tracking the whales Rische’s team was 
contributing to conservation and climate 
research, but they still had to get special 
ethical approval to loop their sensor 
cups’ tags over the whales. What ethical 
issues should you consider if you make a 
recording device? Ducks, whales, people 
… you need to consider their privacy 
rights.

Sea  sounds   
sink ships
by Peter W McOwan, QMUL

You might think that under the sea things are 
nice and quiet, but something fishy is going 
on down there. Our oceans are filled with 
natural noise. This is called ambient noise 
and comes from lots of different sources: 
from the sound of winds blowing waves on 
the surface, rain, distant ships and even 
underwater volcanoes. For undersea marine 
life that relies on sonar or other acoustic 
ways to communicate and navigate, all the 
extra ocean noise pollution that human 
activities, such as undersea mining and 
powerful ships sonars, have caused, is an 
increasing problem. But it’s not only the 
marine life that is affected by the levels of 
sea sounds, submarines also need to know 
something about all that ambient noise.

In the early 1900s the aptly named 
‘Submarine signal company’ made their 
living by installing undersea bells near 
lighthouses. The sound of these bells were 
a warning to mariners about the impending 
navigation hazards: an auditory version of 
the lighthouse light.  

The Second World War led to scientists 
taking undersea ambient noise more 
seriously as they developed deadly acoustic 
mines. These are explosive mines triggered 
by the sound of a passing ship. To make the 
acoustic trigger work reliably the scientists 
needed to measure ambient sound, or 
the mines would explode while simply 
floating in the water. Measurements of 
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Scale back (page)
by Peter W McOwan, QMUL

Sounds, musical notes and 
scales are all around us. Here 
we take a quick tinkle up the 
scale with some fascinating 
facts about sounds that sort 
of sound like they are worthy 
of note. As the song (almost) 
goes, they will finally bring  
us back to dough. 
Doh is the catchphrase of cartoon character 
Homer Simpson, voiced by actor Dan 
Castellaneta. Using motion capture and 
graphics techniques one show featured a 
live 3 min interview with Homer responding 
both to tweets sent in and current events.

Note sounds animated

Ray: acoustic weapons that focus sound 
into a beam, or ray, using high intensity 
ultrasound at frequencies from 700 kHz 
to 3.6 MHz can cause lung and intestinal 
damage in mice.

Note sounds dangerous

Me: the abdominal sounds I make after 
eating are caused by the muscles in the 
gastrointestinal tract contracting, and so 
squeezing and mixing food to allow it to 
pass through the gut to be digested. These 
sounds can be analysed by computer to 
help uncover digestive problems.

Note sounds healthy

F.A.: football associations world-wide 
realise that getting a good crowd roar in 
the stadium enhances the spectators’ 
appreciation of the game. Stadiums are 
often computer designed to reflect the 

sound back into the field, or microphones 
are used to pick up the sounds that are then 
played back on speakers.   

Note sounds like a gooooooalllllllll

Sew: rather than sewing training shoes with 
needle and thread, computer controlled 
high-frequency ultrasonic vibrations are 
used. The sound bonds the pieces of the 
shoe together, even if they are different 
materials, to produce a strong sturdy weld. 

Note sounds racy 

L.A.: The film industry is based in Hollywood, 
Los Angeles. Why? Because early film-
makers got fed up of being sued by, prolific 
inventor Thomas Edison’s film patent 
company, which held most film patents of 
the time. L.A. was beyond the reach of the 
lawyers. Edison, of course, also invented the 
phonograph for sound recording.

Note sounds litigious

T: the T Rex, or to give it its full name, 
Tyrannosaurus Rex, is the most famous 
type of dinosaur. Scientists are using 
supercomputers to recreate the sounds 
dinosaurs made by looking at the shape of 
fossil skulls and calculating their acoustic 
properties.

Note sounds scary 

Dough: using ultrasonic sound and a 
computer model, bakers can now accurately 
calculate the composition of bread dough as 
it ferments, allowing them to use it when it’s 
just at the right consistency. 

Note sounds tasty
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